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Abstract

Smart contracts manage critical assets in decentralized systems
but are prone to vulnerabilities. While fuzzing has proven effective
in software testing, existing contract fuzzers often rely on ad-hoc
optimization strategies with limited objective guidance, typically
driven by coverage or simple heuristics. This narrow focus leads
to high false negative rates, as important perspectives of smart
contracts, like semantic, state, and economic effects, are overlooked
during transaction sequence generation. Moreover, coordinating
these dimensions into fuzzing is challenging because their divergent
objectives and complex interactions make ad-hoc adaptations to
fitness functions or mutation strategies largely ineffective.

To fill the gaps, we propose SynerFuzz, a multi-agent deep re-
inforcement learning-based fuzzer. We formulate fuzzing as a De-
centralized Partially Observable Markov Decision Process, where
each agent is assigned a distinct testing objective extracted from
the target contract. Through coordinated learning, DRL agents
integrate multi-dimensional signals to construct high-quality se-
quences, enabling SynerFuzz to uncover both subtle semantic flaws
and economically profitable behaviors. Compared to 9 SOTA tools,
SynerFuzz detects up to 4.2× more vulnerabilities while reducing
time and transaction overhead by 70.6% and 86.8%. In real-world
scenarios, SynerFuzz reproduces 33 historical DeFi exploits with
over $40 million losses and discovers 17 0-day vulnerabilities in 4
projects managing over $179.8 million, earning $3,800 bug bounties.
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1 Introduction

Smart contracts are self-executing programs on blockchains that
enforce terms without intermediaries [3, 30, 31]. However, vulner-
abilities in smart contracts have witnessed significant financial
losses [25]. Fuzzing is widely used for detecting vulnerabilities by
automatically generating inputs to exercise the target program [52].

However, when fuzzing is applied to smart contracts [19, 26, 47,
49], domain-specific characteristics introduce blind spots that limit
its effectiveness. Specifically, we identify three key limitations. (i)
State awareness: the complex contract state space requires explo-
ration from the state perspective; without it, fuzzers miss critical
state-dependent vulnerabilities. (ii) Semantic awareness: many
contract bugs arise from domain-specific logic flaws, especially
in DeFi protocols, where correct execution depends on intricate
contract semantics; if fuzzers are unaware of such semantics, they
tend to generate syntactically valid yet semantically meaningless
sequences. (iii) Economic awareness: the economic nature of con-
tracts demands attention from the economic perspective through
asset transfers; ignoring this causes fuzzers to overlook high-impact,
profitable vulnerabilities. Together, these characteristics suggest
that effective contract fuzzing should be guided by multiple comple-
mentary objectives spanning code, state, semantic, and economic
perspectives. Existing work has considered some of these perspec-
tives, such as state [17, 34, 48] or economic factors [23, 51], but to
the best of our knowledge, no prior approach unifies all four in
contract fuzzing, resulting in a high false negative rate.

Achieving such multi-dimensional fuzzing is non-trivial. Prior
studies have shown that adapting fitness functions or mutation
strategies can bias fuzzing toward specific objective [2, 35, 45].
However, integrating multiple objectives into transaction sequence
construction is substantially more challenging. First, heterogeneous
and often competing feedback from multi-dimensional objectives
is difficult to unify within a fitness function, making it hard to
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select promising transaction sequences. Second, complex and non-
linear interactions across dimensions make heuristics or ad-hoc
rules insufficient for guiding transaction composition and mutation,
preventing fuzzers from progressively converging toward multiple
objectives. Finally, the absence of adaptive decision-making mech-
anisms limits the ability to balance trade-offs among divergent
objectives during fuzzing, hindering the evolution of transaction
sequences toward vulnerability triggering.

Motivation. We draw inspiration from Decentralized Partially
Observable Markov Decision Process (Dec-POMDP), which are de-
signed to handle collaborative decision-making scenarios with three
key characteristics: (i) Partial observability allows each agent in Dec-
POMDP to focus on its domain without being directly influenced
by others; (ii) Decentralized coordination enables multiple agents
to collaborate by learning the interactions and influences across
different domains; (iii) Adaptive decision-making allows agents to
adjust strategies based on evolving campaign dynamics rather than
relying on static rules. We therefore reframe contract fuzzing as
Dec-POMDP, a collaborative decision-making process rather than
single-objective optimization, where each agent corresponds to a
specific testing objective and collaborates to achieve the common
goal of contract vulnerability discovery.

SynerFuzz. We propose SynerFuzz, a multi-agent deep re-
inforcement learning-based fuzzer. We enhance contract fuzzing
by incorporating multi-dimensional objectives from code, state, se-
mantic, and economic perspectives, modeling the process as a Dec-
POMDP to learn from heterogeneous signals and guide adaptive
fuzzing strategies. Specifically, we introduce these fuzzing objec-
tives through specialized analysis: patternmatching for critical code
identification, backward analysis for state condition extraction, pro-
gram dependence graph (PDG) analysis for contract semantic recog-
nition, and financial impact assessment for profitability awareness.
Each agent in the Dec-POMDP is instantiated using deep reinforce-
ment learning (DRL), working together to learn strategies that
optimize function selection, transaction ordering, and parameter
mutation to construct effective transaction sequences.

We evaluate SynerFuzz against 9 state-of-the-art (SOTA) tools,
including 8 fuzzers and one LLM-based exploit generator. Across the
newly collected dataset and large-scale stress testing, SynerFuzz
uncovers up to 4.2× more vulnerabilities while reducing execution
time and transaction overhead by up to 70.6% and 86.8%, respec-
tively. Notably, it uncovers 693 vulnerabilities that all SOTA tools
fail to detect with superior code coverage. In real-world testing, Syn-
erFuzz reproduces 33 historical DeFi exploits, recovering $22.1M in
profit, and uncovers 17 0-day vulnerabilities in 4 projects managing
over $179.8 million USD, earning $3,800 bounty rewards.

Contributions.We make the following contributions:

• We demystify key gaps of current contract fuzzers: i) insufficient
awareness of contract-specific characteristics, including state
evolution, DeFi semantics, and economic effects during transac-
tion sequence construction, leads to ineffective exploration and
high false-negative rates, and ii) ad-hoc adaptations to fuzzing
strategies fail to coordinate these multiple testing objectives.
• We introduce a multi-dimensional objective formulation for
transaction sequence construction, realized through specialized
analyses and a Dec-POMDP-based fuzzing framework, enabling

Environment

State 
Transition

Agent

Agent

Agent

Action

Observation, 
Reward

Action

Observation, 

Reward

ActionObservation, 
Reward

Figure 1: Illustration of the Dec-POMDP model.

DRL agents to learn strategies that generate semantically mean-
ingful and economically impactful transaction sequences.
• We propose SynerFuzz, a multi-agent DRL-based fuzzer. Evalu-
ation against nine tools shows its superior effectiveness in ex-
ploiting both subtle semantic flaws and economically profitable
behaviors. It also shows real-world effectiveness by reproducing
historical exploits and discovering 0-day vulnerabilities.

2 Background

2.1 Smart Contract Vulnerability

Smart contract vulnerabilities differ from traditional software vul-
nerabilities in three aspects. (i) They often emerge in specific states.
Because smart contracts maintain persistent on-chain state, many
vulnerabilities are only exploitable under specific contract states [7],
requiring carefully constructed transaction sequences to reach them.
(ii) They are primarily logical flaws. Running in the Ethereum Vir-
tual Machine (EVM) [46], smart contracts are less prone to low-level
memory errors and more vulnerable to logical inconsistencies in
business rules, such as reentrancy and access control bugs. (iii)
They often lead to financial losses. As asset-managing programs,
contracts can be exploited to steal funds, making financial damage
a critical consideration that existing approaches often overlook.

2.2 Dec-POMDP

Dec-POMDP is a standard model for decentralized multi-agent
decision-making under partial observability [6]. It generalizesMDPs
and POMDPs from a single agent to multiple agents interacting
with a shared environment. As shown in Figure 1, in a Dec-POMDP,
each agent chooses actions based on local observations, while the
environment transitions according to the joint actions of all agents
and produces corresponding observations and rewards. Formally, a
Dec-POMDP is defined as ⟨I,S, {𝐴𝑖 }, {O𝑖 },T , {𝑅𝑖 }, {𝑍𝑖 }, 𝛾⟩, where
I, S, 𝐴𝑖 , and O𝑖 denote the agent set, state space, and the action
and observation spaces of agent 𝑖 , respectively; T is the transition
function, 𝑅𝑖 is the reward function, 𝑍𝑖 is the observation function,
and 𝛾 is the discount factor.

3 Motivation and Problem Formulation

3.1 Motivating Example

Consider the EtherVault in Listing 1. Users can deposit funds, ob-
tain VIP status, and withdraw once the accumulated fees exceed
a threshold. Although withdrawAll is guarded by noReentrant,
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1 contract EtherVault {
2 // ...
3 function deposit () public payable {
4 require(msg.value > 1 ether , "Insufficient");
5 fee += 1 ether;
6 balances[msg.sender] += msg.value - 1 ether; }
7 function setVIP () public {
8 require (!isVIP[msg.sender], "Already VIP");
9 require(balances[msg.sender] >= VIPfee);
10 balances[msg.sender] -= VIPfee;
11 isVIP[msg.sender] = true; }
12 function withdrawAll () public noReentrant{
13 require(fee >= withdrawThreshold);
14 uint256 amount = balances[msg.sender ];
15 (bool success ,) = msg.sender.call{value: amount };
16 require(success , "Transfer failed");
17 balances[msg.sender] = 0; }

Listing 1: Vulnerable snippet of EtherVault.

EtherVault

deposit ( ), 2 ETH

Attacker

withdrawAll ( )

Attacker EtherVault

call ( ), 3 ETH
setVIP ( ) re-enterinternal transaction

state update

①

②

③②

③

Figure 2: Exploitation vectors of reentrancy in EtherVault.

the contract remains vulnerable to cross-function reentrancy. As
illustrated in Figure 2, an attacker first invokes deposit repeatedly
to increase both their balance and the global fee, and then exploits
the external call in withdrawAll to reenter the contract through
setVIP. By doing so during a transient inconsistent state, where
the balance still satisfies the VIP requirement but is about to be
reset, the attacker can bypass the VIP fee and withdraw all funds.
Existing fuzzers often miss such an exploit not because of insuffi-
cient coverage, but because they cannot effectively reason across
multiple perspectives.

(i) Exploitation requires state, semantic, and economic awareness.
Coverage alone is insufficient, because the bug is only exposed
under a specific state configuration, including the fee threshold,
the attacker’s balance, and the VIP status. Moreover, the exploit
depends on a semantic pattern: cross-function reentrancy through
setVIP during withdrawAll, that cannot be captured by isolated
function execution. It also has clear economic significance, as the
attacker gains privileged access while avoiding the intended VIPfee.
Fuzzers that ignore these state, semantic, and economic signals are
unlikely to distinguish the exploit from benign executions.

(ii) Multi-dimensional objectives are difficult to coordinate. State,
semantic, and economic objectives differ in scale, representation,
and mutation sensitivity, and their interactions are often non-linear.
As a result, simple static combinations of such objectives can mis-
guide exploration rather than promote it. Their relative importance
may also shift during fuzzing, requiring adaptive coordination in-
stead of fixed fitness formulations.

We further tested EtherVault using Foundry [18] invariant-testing
setup with runs=512, depth=128, call_override=true, and han-
dlers covering the relevant public functions. Across 10 indepen-
dent runs, Foundry did not trigger the vulnerability. This example
highlights the limitations of existing fuzzers and motivates a new

 ← {    }

 ← {    }

Figure 3: Formulation of contract fuzzing as a Dec-POMDP.

approach that can coordinate multi-dimensional objectives to guide
exploration toward real-world complex vulnerabilities.

3.2 Formulating Fuzzing as Dec-POMDP

Figure 3 illustrates our Dec-POMDP formulation of contract fuzzing.
Let I denote the set of DRL agents, each corresponding to one
fuzzing objective dimension. Each agent interacts with the environ-
ment by choosing actions from a predefined action space 𝐴, whose
detailed design is presented in Section 4. In our genetic-algorithm-
based framework, 𝐴 consists of three genetic operators:

𝐴 = 𝐴sel ×𝐴cros ×𝐴mut, (1)

where 𝐴sel, 𝐴cros, and 𝐴mut represent the selection, crossover, and
mutation operators. State spaceS captures the fuzzing environment
state, including contract source code, internal contract state, input
transactions along with their execution traces, coverage informa-
tion, and any detected vulnerabilities. Since each agent specializes
in different fuzzing objective, the observation space O ⊆ S defines
the specific fuzzing environment visible to each agent. The reward
function 𝑅 provides specialized feedback based on different fuzzing
objectives. In this formulation, 𝑅 and O are agent-specific, i.e.,

𝑅 ← {𝑅1, 𝑅2, . . . , 𝑅𝑛 }, O ← {O1, O2, . . . , O𝑛 }. (2)

The fuzzing backend is primarily implemented through an instru-
mented EVM and modeled by the state transition function T . It
takes the current state 𝑠 and an action 𝑎 as input, and executes the
contract to produce a new state 𝑠 ′ along with a reward 𝑟 :

𝑠 ′ = T (𝑠, 𝑎), 𝑎 ∈ 𝐴, 𝑠, 𝑠 ′ ∈ S, (3)
𝑟 = 𝑅𝑖 (T (𝑠, 𝑎)), 𝑅𝑖 ∈ 𝑅, 𝑟 ∈ R.

Each agent 𝑖 ∈ I proposes a candidate action 𝑎𝑖 ∈ 𝐴, which is
then aggregated through a joint decision function 𝑓 to produce the
final action:

𝑎 = 𝑓 (𝑎1, 𝑎2, . . . , 𝑎𝑛), (4)
Each action 𝑎𝑖 is sampled from the agent’s local strategy:

𝑎𝑖 ∼ 𝜋𝑖 (𝑎 | O𝑖 ), 𝜋𝑖 (𝑎 | O𝑖 ) ∈ [0, 1], O𝑖 ∈ O, (5)

The global strategy combines all specialized strategies:
𝜋joint (𝑎 | O) = 𝑓 (𝜋1 (𝑎 | O1), . . . , 𝜋𝑛 (𝑎 | O𝑛)) . (6)

The training objective is to learn an optimal fuzzing strategy 𝜋∗
𝑖
for

each agent 𝑖 ∈ I, maximizing its expected cumulative reward for
effective vulnerability detection:

𝜋∗𝑖 = argmax
𝜋𝑖
E[
∞∑︁
𝑡=0

𝛾𝑡𝑅𝑖 (T (𝑠𝑡 , 𝑎𝑡 )) ], (7)

where 𝛾 ∈ [0, 1) is the discount factor, and the expectation reflects
the average outcome when the agent follows its strategy in the
environment. Through this formulation, we transform fuzzing into
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Figure 4: Workflow of SynerFuzz.

an adaptive, collaborative process where agents work together to
generate effective sequences and expose contract vulnerabilities.

4 SynerFuzz

4.1 Overview

As shown in Figure 4, SynerFuzz consists of three phases: objective
extraction, multi-agent system, and fuzzing backend. First, the con-
tract undergoes a multi-step analysis to extract semantic, code, and
state objectives. Semantic objectives capture vulnerability-relevant
behaviors from IR-level relations such as control and data dependen-
cies. Code objectives identify critical control-flow locations related
to these behaviors. State objectives characterize the conditions re-
quired to trigger them. The multi-agent system contains four DRL
agents, each operating over its own observation space O𝑛 :
• Code agent directs testing toward critical code locations with
high vulnerability potential.
• State agent guides the contract toward specific states essential
to vulnerability triggering.
• Semantic agent ensures test cases exhibit behaviors consistent
with vulnerability-relevant contract semantics, guiding transac-
tion sequences toward semantically meaningful interactions.
• Economic agent focuses on behaviors that reveal financially ex-
ploitable vulnerabilities with concrete profit potential.
All agents act over a shared action space 𝐴 defined by genetic

operators, including selection, crossover, and mutation. Their ac-
tions are aggregated to construct transaction sequences, which are
executed by the fuzzing backend. Based on extracted objectives and
runtime feedback, each agent receives a reward 𝑅𝑛 and gradually
learns to coordinate with others to improve vulnerability discovery.

4.2 Multi-Dimensional Objective Extraction

Semantic objective library. As shown in Figure 5, we maintain a
semantic objective library organized as a three-layer hierarchy:

L : 𝜎 ↦→ 𝜈 ↦→ 𝑝, 𝑝 = ⟨𝑖𝑑, 𝑃, 𝐷, ℓ⟩.
Here, 𝜎 denotes a contract-semantic branch, such as AMM, lending,
or vault. Each branch is further refined into vulnerability categories
𝜈 , and each category is instantiated as a leaf semantic objective 𝑝 .
In addition to domain-specific branches, the first layer also includes
a General branch for cross-cutting contract behaviors that are not
tied to a specific protocol role. Each leaf objective consists of a PDG
pattern 𝑃 , its Slither-IR detector implementation 𝐷 , and a critical

Contract Semantic (L1) Vuln. Category (L2) Objective (L3)

Semantic 
Objective
 Library

General

Token

AMM

Lending

Vault

Reentrancy

Price Manipulation

Access Control
Unsafe Delegatecall

Unauthorized Transfer
...

Allowance Misuse...

Oracle Dependence

Collateral Miscalculation

Liquidation Error

Share-Price Error

Reward Misallocation

...

...

...

...

RE-CF

P: PDGPattern
D: Slither-IR detector

: critical code node

Token-UT

P: PDGPattern
D: Slither-IR detector

: critical code node

P: PDGPattern
D: Slither-IR detector

: critical code node

AMM-PM

P: PDGPattern
D: Slither-IR detector

: critical code node

Vault-Share

...

...

...

Figure 5: Semantic objective library schema.

node ℓ marked in the pattern. A PDG pattern is an abstract control-
/data-flow graph that captures the recurring execution signature
of a vulnerability root cause, such as an external call before a state
update, or a user-controlled delegatecall target.

The library is manually constructed by domain experts under a
systematic taxonomy-to-pattern procedure. We collect recurring
contract vulnerabilities from public taxonomies [44] and audit re-
ports [9, 43]. These sources are first organized by contract seman-
tic and vulnerability category. For each recurring root cause, we
abstract its common control-/data-flow signature into a PDG pat-
tern, mark the critical node in the pattern, and implement it as
a Slither-IR detector. Before inclusion, the detector is calibrated
on the source corpus and historical cases to ensure that it recalls
the intended root-cause pattern. Semantic library is designed to
produce candidate testing objectives, rather than vulnerability re-
ports. Therefore, when designing PDG patterns and their detectors,
we follow a recall-oriented approximate-matching principle to ex-
pose sufficient vulnerability-prone behaviors, while final alarms
are emitted only after concrete executions are validated by runtime
oracles. New objectives can be added by instantiating a new leaf
pattern and detector through the same procedure.

Identification of vulnerability-prone semantics and code

locations. Given a target contract, SynerFuzz first builds its PDG
using Slither [16]. For each selected leaf objective 𝑝 = ⟨𝑖𝑑, 𝑃, 𝐷, ℓ⟩,
SynerFuzz runs specific detectors 𝐷 to match the PDG patterns
𝑃 against the target PDG. A successful match produces a concrete

2155



Breaking the Isolation: Coordinated Multi-agent Fuzzing for Smart Contracts with Multi-dimensional Objective Learning ASE ’26, October 12–16, 2026, Munich, Germany

Algorithm 1: State Condition Identification
1 Procedure PathResolver(𝑐, 𝑙) :

Input :Contract 𝑐 , Code Location 𝑙
Output :State Condition sc

2 constraint← ∅
3 for 𝑝 in AllPath(𝑐, 𝑙) do
4 for bp in AllBranchPoint(𝑝, 𝑙) do
5 bp.constraint← BackwardAnalysis(𝑝,𝑏𝑝)
6 p.constraint← p.constraint ∧ bp.constraint

7 constraint← constraint ∨ p.constraint

8 sc← Solve(constraint)
9 Procedure BackwardAnalysis(𝑝,𝑏𝑝) :

Input :Path 𝑐 , Branch Point 𝑏𝑝
Output :Branch Point constraint 𝑏𝑝.𝑐𝑜𝑛𝑠𝑡𝑟𝑎𝑖𝑛𝑡

10 bp.constraint, target← Init(p, bp)
11 instructions← PrecedingIns(𝑝,𝑏𝑝)
12 evmStack← ∅
13 while instructions ≠ ∅ do
14 ins← instructions.pop( )
15 evmStack← ReBuild(ins, evmStack)
16 bp.constraint, target← Update(evmStack, ins, target)
17 bp.constraint← Filtering(bp.constraint)

pattern instance 𝜇 (𝑃), which serves as the vulnerability-prone se-
mantic objective for the semantic agent. The corresponding code
target is obtained directly as 𝜇 (ℓ), because ℓ is the critical node
marked in 𝑃 . SynerFuzz then maps it to corresponding bytecode ba-
sic block via source maps and uses it as the critical code location for
the code agent. During matching, SynerFuzz includes the General
branch by default and selects domain-specific branches either from
user-specified semantics or by deterministic keyword matching.
Each semantic branch maintains a keyword set, which is matched
against contract names, ABI entries, and function signatures.

Identification of state conditions. We design a state con-
dition identification algorithm (Algorithm 1) to extract contract
states required for reaching vulnerability-relevant code locations.
The algorithm consists of two procedures: PathResolver and
BackwardAnalysis. Given a target contract and a critical code
location, PathResolver first enumerates all execution paths from
the entry to the target location. For each path, it identifies all
branch points and invokes BackwardAnalysis to derive the state
constraints required to follow each branch. The constraints of
branch points along the same path are conjuncted, while constraints
from different paths are disjuncted, yielding a path-complete con-
straint formula for reaching the target location. We then solve
the formula with Z3 SMT solver to obtain concrete state condi-
tions, represented as value ranges of relevant state variables, e.g.,
{𝑣1 ∈ [min1,max1], 𝑣2 ∈ [min2,max2], . . . }. Solving is performed
with a 30-second timeout. If the formula is unsatisfiable or solving
times out, the corresponding state objective is discarded. For each
branch point, BackwardAnalysis starts from the branch condition
implied by the jump direction and performs a backward scan over
the preceding bytecode instructions. During this process, it recon-
structs the EVM stack and incrementally updates the constraint
by tracing how branch-related variables are introduced, computed,
or loaded from storage. Finally, it filters the resulting constraint to
retain only predicates over contract state variables.

Note that the extracted state conditions serve only as prelimi-
nary objectives rather than confirmed vulnerabilities. Because the
semantic objective library is heuristic and the static analysis is
path-insensitive and over-approximate, which may contain false

positives [33]. Therefore, subsequent fuzzing is still required to
validate whether these candidate behaviors are truly exploitable.

4.3 Multi-Agent System

4.3.1 Observation Space and Reward. The agent system is based
on Deep Q-Network (DQN) [32]. As shown in Table 1, agent’s
observation space is designed to contain sufficient information
for decision-making. The reward function reflects domain-specific
objectives and is computed as a bounded delta between generations
to ensure stability.

Code agent directs fuzzing toward potentially vulnerable code
locations within the contract. Its observation space incorporates
critical code locations 𝐿 identified in objective extraction phase,
alongside a code distance metric 𝐷 (𝑇 ) that quantifies proximity
between transaction executions and these critical locations. Let
𝑑 (𝑖, 𝑗) denote the shortest path distance between basic blocks 𝑖 and
𝑗 . For a basic block 𝑏, its distance to all targets in 𝐿 is defined as:

𝐷 (𝑏) =


0, if ∃𝑙 ∈ 𝐿 : 𝑑 (𝑏, 𝑙) = 0,

|𝐿 | ×
[ ∑
𝑙∈𝐿

𝑑 (𝑏, 𝑙)−1
]−1

, otherwise.
(8)

This distance equals zero if block 𝑏 directly connects to any critical
location; otherwise, it equals the harmonic mean of distances to all
critical locations. For each transaction 𝑇 executing a sequence of
basic blocks, we compute 𝐷 (𝑇 ) by averaging the distances of the
five closest blocks 𝐵 to critical code locations:

𝐷 (𝑇 ) = 1
5
×
∑︁
𝑏∈𝐵

𝐷 (𝑏) . (9)

In each generation, population 𝑃 comprises multiple individuals,
each representing a transaction sequence. For an individual 𝐼 , the
code distance is the minimum over its execution sequence:

𝐷 (𝐼 ) = min
𝑇 ∈𝐼

𝐷 (𝑇 ) . (10)

The population’s code distance is average of the individual’s:

𝐷 (𝑃 ) = 1
|𝑃 |

∑︁
𝐼∈𝑃

𝐷 (𝐼 ) . (11)

The code agent’s reward is calculated as the bounded difference in
population code distance between current and previous generations:

𝑅code = max
(
−5,min

(
5, 𝐷 (𝑃current) −𝐷 (𝑃prev)

) )
. (12)

State agent guides fuzzing within the contract state space to
satisfy vulnerability-triggering conditions. Its observation features
include state conditions 𝑠𝑐 and a state distance metric 𝐷𝑠 (𝑇 ) that
quantifies how closely transactions manipulate contract state to
meet these conditions. Let 𝑑𝑠 (𝑖, 𝑗) represent the minimum numeri-
cal distance between a value 𝑖 and a condition range 𝑗 . For a specific
condition 𝑐 ∈ 𝑠𝑐 , the state distance for transaction 𝑇 is defined as:

𝐷𝑠 (𝑐) =
∑︁
𝑣∈𝑉

𝑑𝑠 (𝑣, 𝑐), (13)

where 𝑉 is the state variables involved in condition 𝑐 . The overall
state distance of transaction 𝑇 across all conditions is:

𝐷𝑠 (𝑇 ) =


0, if ∃𝑐 ∈ 𝑠𝑐 : 𝐷𝑠 (𝑐) = 0,

|𝑠𝑐 | ×
[ ∑
𝑐∈𝑠𝑐

𝐷𝑠 (𝑐)−1
]−1

, otherwise.
(14)

For each individual 𝐼 , we calculate the state distance as theminimum
across all transactions in its execution sequence:

𝐷𝑠 (𝐼 ) = min
𝑇 ∈𝐼

𝐷𝑠 (𝑇 ) . (15)
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Table 1: Observation space of deep reinforcement learning agents.

Observation Feature Source Description Agent

Critical Code Location: 𝐿 Objective Extraction Contract control flow graph (CFG) with critical code locations: {𝑙1, 𝑙2, . . . } Code Agent
Code Distance: 𝐷 (𝑇 ) Fuzzing Backend Harmonic mean of basic block distances between transactions’ execution path and critical code locations Code Agent

State Condition: 𝑠𝑐 Objective Extraction Set of conditions regarding state variables: {𝑐1, 𝑐2, . . . } State Agent
State Distance: 𝐷𝑠 (𝑇 ) Fuzzing Backend Harmonic mean of value distances between transactions’ state variable and state condition State Agent

Vulnerable Semantics:𝐴 Objective Extraction Set of program dependency graph (PDG) with vulnerable semantics: {𝑎1, 𝑎2, . . . } Semantic Agent
Semantic Distance: 𝐷sm (𝐼 ) Fuzzing Backend Harmonic mean of graph edit distances between individuals’ execution path and vulnerable path Semantic Agent

Value Transfer Events Fuzzing Backend External calls with value transfer Economic Agent
Attacker-State Changes Fuzzing Backend Increases in mappings where attacker is the key Economic Agent
Code Coverage Fuzzing Backend Current code coverage percentage Economic Agent
Opcode Frequencies Fuzzing Backend Execution counts of key opcodes (CALL, SLOAD, SSTORE, etc.) Economic Agent

Last Population Fuzzing Backend Seed sequences from the previous generation All Agents
Mutation Pool Fuzzing Backend Mutation candidate values All Agents
Historical Population Fuzzing Backend Seed sequences and execution paths from historical populations All Agents

The population’s overall state distance is computed as the average
of all individual distances:

𝐷𝑠 (𝑃 ) =
1
|𝑃 |

∑︁
𝐼∈𝑃

𝐷𝑠 (𝐼 ) . (16)

The state agent’s reward comprises two components: a distance
improvement measure and a target achievement bonus:

𝑅state = 𝑅distance + 𝑅target, (17)

𝑅distance = max(−5,min(5, 𝐷𝑠 (𝑃current) −𝐷𝑠 (𝑃prev))), (18)
𝑅target = min(1, 0.2 × 𝑛), (19)

where 𝑛 is the number of state variables within the target.
Semantic agent guides fuzzing toward triggering vulnerability-

related behaviors. It leverages program dependency graphs (PDGs)
to capture semantic relationships between program elements. Its
observation space includes vulnerable semantics 𝐴 and semantic
distance metrics 𝐷sm (𝐼 ) that quantify similarity between execu-
tion paths and these patterns. For each individual, we generate
its corresponding PDG 𝐺 and define the semantic distance 𝐷sm (𝐼 )
as the harmonic mean of windowed graph edit distances (WGED)
between 𝐺 and each vulnerable pattern in 𝐴:

𝐷𝑠𝑚 (𝐼 ) = |𝐴 | ×
( ∑︁
𝑎∈𝐴

WGED(𝐺,𝑎)−1
)−1

. (20)

We use WGED instead of standard graph edit distance to mitigate
the impact of size disparities between graphs, enabling more accu-
rate similarity assessment. The population’s semantic distance is
computed as the average of individual distances:

𝐷𝑠𝑚 (𝑃 ) =
1
|𝑃 |

∑︁
𝐼∈𝑃

𝐷𝑠𝑚 (𝐼 ) . (21)

Semantic agent’s reward is the bounded difference in population
semantic distance between current and previous generations:

𝑅semantic = max
(
−5,min

(
5, 𝐷𝑠𝑚 (𝑃current) −𝐷𝑠𝑚 (𝑃prev)

) )
. (22)

Economic agent focuses on attacker-centric profits during
fuzzing, while also considering general fuzzing metrics. In Table 1,
its observation space incorporates value transfers, state changes
favoring the attacker, code coverage, and execution frequency of
critical instructions. Like all agents, it also observes transactions
from previous generations, the current mutation pool, and the
historical population, enabling comprehensive awareness of the
fuzzing environment. The economic agent reward is:

𝑅economic = 𝑅profit + 𝑅coverage + 𝑅vulnerability, (23)

𝑅profit = min(5, 0.1 × 𝑁ether + 0.05 × 𝑁asset), (24)

where 𝑁ether counts external calls transferring ether to the attacker,
and 𝑁asset tracks increases in contract state mappings with the at-
tacker’s address as key. This reward component is capped at +5 per
generation to maintain balanced optimization. 𝑅coverage +1 when
code coverage increases and -1 after 10 generations without im-
provement, and 𝑅vulnerability +10 for each vulnerability discovered.

4.3.2 Action Space. Agents share a unified action space with three
genetic operators. The selection operator selects two parent in-
dices (𝑖, 𝑗) from the previous generation. The crossover operator

determines how transaction sequences from parents are combined.
Agents select from six strategies that concatenate father (F) and
mother (M) sequences in different patterns. The mutation opera-

tor specifies which transaction parameters to modify and selects
replacement values from the mutation pool. Each agent learns
strategies and makes decisions based on its unique observations
and rewards. To integrate decisions from four specialized agents
and determine the optimal action 𝑎∗, we propose a joint decision
function using confidence-weighted preference aggregation:

𝑎∗ = argmax
𝑎∈𝐴

4∑︁
𝑖=1

𝑐𝑖 (𝑜𝑖 , 𝑎) · pref𝑖 (𝑎 |𝑜𝑖 ), (25)

where 𝑎 is a candidate action, 𝑐𝑖 (𝑜𝑖 , 𝑎) denotes the confidence of
agent 𝑖 on action 𝑎, and pref𝑖 (𝑎 |𝑜𝑖 ) denotes its action preference.
Both terms are derived from 𝑄-values:

pref𝑖 (𝑎 |𝑜𝑖 ) =
exp(𝑄𝑖 (𝑜𝑖 , 𝑎)/𝜏)∑

𝑎′∈𝐴 exp(𝑄𝑖 (𝑜𝑖 , 𝑎′)/𝜏)
, (26)

𝑐𝑖 (𝑜𝑖 , 𝑎) =
𝑄𝑖 (𝑜𝑖 , 𝑎) −min𝑎′∈𝐴𝑄𝑖 (𝑜𝑖 , 𝑎′)

max𝑎′∈𝐴𝑄𝑖 (𝑜𝑖 , 𝑎′) −min𝑎′∈𝐴𝑄𝑖 (𝑜𝑖 , 𝑎′) + 𝜖
. (27)

Here, pref𝑖 is a softmax-normalized action preference, and 𝑐𝑖 is a
normalized action-wise 𝑄-advantage. This joint decision function
balances each agent’s objective-specific preference and 𝑄-value-
derived confidence when determining the collective action. Since
all candidate actions are scored under the same aggregation rule,
divergent agent preferences are naturally absorbed into the final
score. Thus, conflicts are handled by soft arbitration rather than
requiring agent agreement.

4.3.3 Network of Agents. Figure 6 illustrates our DQN-based agent
architecture. Each agent takes the current observation 𝑠 as input,
outputs a discrete action, and stores the transition (𝑠, 𝑎, 𝑟, 𝑠 ′) in a
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Figure 6: Architecture of agent neural network.

replay buffer. The evaluation network is trained on sampled tran-
sitions using the standard DQN loss, while the target network
provides stable target 𝑄-values and is updated periodically. We
further extend DQN with two components. An Action Decoder con-
verts network outputs into structured fuzzing actions. For joint
decision-making, each agent also derives a preference pref𝑖 (𝑎 | 𝑜𝑖 )
and a confidence 𝑐𝑖 (𝑜𝑖 , 𝑎) from its𝑄-values, so that action selection
reflects both relative preference and decision certainty.

4.4 Fuzzing Backend

Genetic algorithm-based seed formulation. We formulate seed
generation as a genetic algorithm over transaction sequences. Each
transaction is encoded as a chromosome, whose genes include the
function signature, arguments, attached value, block number, and
timestamp, together with fixed contextual fields such as sender and
receiver addresses. A transaction sequence forms an individual, and
individuals constitute the population of each generation. The popu-
lation is evolved through selection, crossover, and mutation, where
mutation draws from random values, incremental adjustments, and
previously observed runtime values. The population size is set to
twice the number of publicly callable functions.

Cross-contract fuzzing. SynerFuzzmaintains an address-indexed
cache of contract bytecode and storage to support cross-contract
execution. When an external call is issued, the VM resolves the
callee and switches to the corresponding execution context. For de-
ployed contracts, missing bytecode and uncached storage slots are
fetched on demand at the target block height via Alchemy APIs [1].

Vulnerability oracles. To detect profit-driven exploits and non-
profitable semantic violations, SynerFuzz instruments the EVM
to collect fine-grained runtime information, including execution
traces, state updates, and value transfers. These signals enable
financial oracles that identify end-to-end arbitrage behavior, as
well as behavior-based oracles that capture violations of fairness,
safety properties, or intended contract logic.

4.5 Implementation

Architecture. We implement SynerFuzz in about 10K lines of
Python. Slither [16] is used to translate source code into IR, while
backward analysis is built from scratch to extract state conditions
and critical code locations. The multi-agent environment is built
on PettingZoo [15] with customized observations, actions, and re-
wards, and the DRL agents are implemented using Tianshou [42].

For execution, we instrument py-evm [14] and integrate it with
ConFuzzius [17] as the backbone of our fuzzing loop.

Semantic objective library. The library was constructed of-
fline using public vulnerability taxonomies [44] and historical audit
reports [9]. We instantiated these sources into structured seman-
tic objectives and excluded entries that cannot be represented as
PDG-level control-/data-flow patterns. The current implementation
contains 7 semantic branches: General, token, AMM/oracle, lend-
ing, vault/staking, bridge, and governance, and further instantiate
these branches into 41 vulnerability categories, each represented as
one detector-backed PDG pattern. Adding a new objective requires
adding a new leaf pattern and detector, without modifying the DRL
agents or fuzzing backend.

Learning setup. Training is conducted on a Ubuntu 20.04 server
with a 16-core Intel Xeon Gold 6133 CPU and an NVIDIA RTX 4090
GPU. Each agent uses DQN with a 3-layer MLP (128–64–64), and 𝜖-
greedy exploration. For stability, we use dense delta-based rewards
with clipping at each fuzzing iteration. The joint decision function
is fixed and applied only during execution.

5 Evaluation

5.1 Evaluation Setups

Research questions. RQ1: Does SynerFuzz effectively detect more
vulnerabilities than SOTA fuzzers? RQ2: Does SynerFuzz detect vul-
nerabilities more efficiently than SOTA fuzzers? RQ3: Has the DRL
framework truly learned effective strategies, and do these strategies
meaningfully guide the vulnerability detection? RQ4: How does
each test objective dimension contribute to SynerFuzz’s vulnera-
bility detection capability? RQ5: Can SynerFuzz detect profitable
vulnerabilities that lead to financial losses in production environ-
ments, and can it find previously unknown vulnerabilities?

Benchmarks and baselines.We evaluate SynerFuzz on four
benchmarks (Table 2). B1 is a curated and deduplicated dataset with
fine-grained labels, constructed from prior studies [11, 29, 39, 50, 53].
It covers four common vulnerability categories, with two represen-
tative types per category: Access Control Issue, including Unau-

thorized Transfer (UT) and Unauthorized Self-Destruct (US); State
Inconsistency, including Intra-Function and Cross-Function Reen-

trancy (RE); Financial Logic Flaw, including Price Manipulation

(PM) and Ether Lock (EL); and Unsafe External Calls, including
Controlled Delegatecall (CD) and Dangerous Delegatecall (DD). B2
contains 42,247 unlabeled real-world Ethereum contracts [13] for
stress testing. B3 includes 36 exploited DeFi projects [10] for eval-
uating profitable-exploit reproduction. B4 consists of active bug
bounty programs from Secure3 [36] for assessing 0-day vulnerabil-
ity discovery. For B1 and B2, we compare SynerFuzz with seven
SOTA fuzzers [8, 17, 29, 34, 38, 40, 51] under standardized behavior-
based oracles. For B3, we compare against Verite [23] and A1 [20],
both of which target profitable vulnerabilities.

Experimental implementation.Weuse 5-fold cross-validation
on B1, where each round trains on four folds and evaluates on
the remaining held-out fold, and the B1 results aggregate the five
held-out evaluations. We train the final policy on the full B1 and
evaluate it on B2–B4. Each contract is assigned a testing budget of
5–10 minutes according to code length, using 800 LoC as the cutoff,
and the run terminates early once a vulnerability is detected. The
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Table 2: Benchmarks overview.

ID Description Code Metrics Size Distribution

B1 1,421 vulnerable Total: 945,836 LoC <800 LoC: 1,023, Avg: 286 LoC
smart contracts Avg: 665 LoC ≥800 LoC: 398, Avg: 1,679 LoC

B2 42,247 in-the-wild Total: 15,089,799 LoC <800 LoC: 38,910, Avg: 262 LoC
smart contracts Avg: 357 LoC ≥800 LoC: 3,337, Avg: 1,467 LoC

B3 36 real-world projects with historical exploits and financial losses

B4 Smart contract projects from Secure3 bug bounty programs

Table 3: Vulnerability detection results on B1 & B2.

Benchmark B1 Benchmark B2
Tool Vulns Det.Rt FNR Vulns Det.Rt FPR

IR-Fuzz [29] 644 45% 55% 644 1.5% 20%
Midas [51] 798 56% 44% 1,289 3.1% 21%

ConFuzzius [17] 753 53% 47% 1,079 2.6% 33%

ItyFuzz [38] 959 68% 32% 1,010 2.4% 37%
sFuzz [34] 873 61% 39% 862 2.0% 32%
Smartian [8] 953 67% 33% 574 1.4% 20%
RLF [40] 622 44% 56% 945 2.2% 29%

SynerFuzz (Ours) 1,187 84% 16%±3.2% 2,381 5.6% 15%

* Vulns denotes the number of detected vulnerabilities, Det.Rt denotes the detection rate, and
FNR / FPR denotes the false negative / positive rate.

Table 4: Results on B1 breakdown by vulnerability categories.

Tool UT CD DD EL RE US PM Total

IR-Fuzz [29] 30 26 36 60 459 21 12 644
Midas [51] 83 15 25 106 501 50 18 798
ConFuzzius [17] 77 35 62 78 420 52 29 753
ItyFuzz [38] 82 17 35 98 652 45 30 959
sFuzz [34] 55 37 57 71 613 27 13 873
Smartian [8] 71 29 62 90 641 50 10 953

RLF [40] 72 43 64 110 263 50 20 622

SynerFuzz (Ours) 79 39 69 123 785 53 39 1,187

Uniq. 2 0 2 4 15 2 7 32

Uniq. denotes vulnerabilities detected by SynerFuzz but missed by all baselines.

DRL models are trained and executed locally, and training takes
about 200 GPU-hours, and B1+B2 testing consumes about 1,200
CPU-hours. All baselines use identical initial seed corpora and time
budgets. All split files, random seeds, and benchmark configurations
are released with the artifact.

5.2 RQ1: Effectiveness

Overall results. We evaluate SynerFuzz and other fuzzers on
benchmarks B1 and B2, and the results are presented in Table 3.
On B1, SynerFuzz identified 1,187 vulnerable contracts with a 16%
false negative rate with ±3.2% variance across the five held-out
folds, surpassing existing tools by detecting 228 (24%) to 565 (91%)
more vulnerabilities, including 32 uniquely identified cases missed
by all others. Table 4 shows detailed detection results breakdown by
vulnerability categories. SynerFuzz detected the highest number
of vulnerabilities in 5 out of 7 vulnerability types. On B2, Syner-
Fuzz identified 2,381 vulnerabilities in 5.6% of contracts, which
is 2.0× to 4.2× more detections than existing tools, including 693
uniquely discovered vulnerabilities. To assess the false positive rate
on this unlabeled dataset, we manually verified a random sample of

Table 5: Breakdown of false negatives and false positives

Stage / Root cause # Main types

FN

(B1)

Library matching: non-canonical price source 2 PM
Library matching: non-canonical reentry carrier 25 RE
Library matching: non-standard asset-flow carrier 7 UT
Fuzzing: deep sequence/path exploration 200 RE, CD/DD

FP

(B2)

Runtime oracle: intended privileged behavior 23 UT, US
Runtime oracle: guarded or non-exploitable behavior 68 RE, CD/DD, EL
Runtime oracle: incomplete environment modeling 5 UT, PM

Table 6: Results on B2 breakdown by vulnerability categories.

Tool / Metric UT CD DD RE EL US PM Total

# 566 7 11 116 98 110 37 945
RLF [40] TPR 77% 86% 64% 67% 17% 90% 67% 64%

# 387 2 8 17 59 93 8 574Smartian [8] TPR 87% 100% 88% 88% 13% 93% 75% 70%
# 401 0 3 273 92 88 5 862

sFuzz [34] TPR 80% N/A 100% 60% 20% 83% 60% 62%
# 822 5 0 86 30 22 45 1,010

ItyFuzz TPR 63% 60% N/A 63% 17% 91% 90% 63%
# 359 11 7 411 124 133 34 1,079

ConFuzzius [17] TPR 80% 91% 57% 67% 23% 70% 70% 64%
# 950 0 20 169 62 48 40 1,289

Midas [51] TPR 83% N/A 95% 77% 13% 97% 63% 70%
# 395 1 23 76 25 101 23 644

IR-Fuzz [29] TPR 90% 0% 96% 73% 12% 87% 87% 72%

# 1,487 21 16 534 12 233 78 2,381

TPR 90% 90% 88% 70% 92% 83% 93% 86%SynerFuzz (Ours)

Uniq. 388 9 3 167 2 82 42 693

150 contracts per vulnerability type. Each contract underwent cross-
validation by two security experts, with disagreements resolved
through team discussion. SynerFuzz achieved the lowest false pos-
itive rate (15%). Table 6 presents detailed results, showing that UT
was the most prevalent vulnerability, while delegatecall-related
vulnerabilities were the least common.

False negative & positive analysis. As shown in Table 5, false
negatives in B1 arise from two stages. First, library-matching misses

occur when the vulnerability semantics are covered by the library,
but a concrete implementation variant deviates from the current
PDG pattern and thus no semantic objective is extracted. These
cases include non-canonical price sources in PM vulnerabilities,
non-canonical reentry carriers such as modifiers or token callbacks
in RE vulnerabilities, and non-standard asset-flow carriers in UT
vulnerabilities. Second, fuzzing-stage misses occur when objectives
are extracted but SynerFuzz fails to trigger the vulnerability within
the time budget. This is the dominant source of B1 false negatives:
200 cases are due to deep sequence or path exploration, mainly
involving RE and CD/DD, where cross-function combinations grow
rapidly and vulnerable sites may lie deep in execution paths.

False positives in B2 mainly originate from runtime oracles. The
semantic library generates candidate objectives; a report is pro-
duced only when fuzzing reaches an execution that satisfies the
corresponding oracle. As shown in Table 5, false positives arise from
three oracle-level causes: intended privileged behavior, guarded
or non-exploitable behavior, and incomplete environment model-
ing. Because all tools use the same standardized oracles, their false
positive rates are comparable for most vulnerability types.

Coverage. We measure coverage as the percentage of executed
instructions. Figures 7 and 8 show results on small (<800 LoC)
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Figure 7: Code coverage achieved by different approaches

across small and large contract size on benchmark B1.
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Figure 8: Code coverage achieved by different approaches

across small and large contract size on benchmark B2.

0
5 0

1 0 0
1 5 0
2 0 0
2 5 0
3 0 0
S y n e r F u z z R L F C o n F u z z i u s M i d a s I R - F u z z I t y F u z z s F u z z S m a r t i a n

Tim
e (

s)

T i m e  t o  V u l n e r a b i l i t i e s T r a n s a c t i o n s  t o  V u l n e r a b i l i t i e s
0

2 0
4 0
6 0
8 0

1 0 0
1 2 0

×1
03

Tra
nsa

cti
on

s ( 
    

   )

Figure 9: Time and transactions required by different ap-

proaches to detect each vulnerability in benchmark B1.

and large contracts in B1 and B2. SynerFuzz achieves the highest
coverage for both small and large contracts, outperforming Con-
Fuzzius, RLF, and ItyFuzz. While prior tools benefit from symbolic
execution, coverage rewards, or snapshot-based state management,
SynerFuzz consistently performs better across all settings due to
its multi-dimensional guidance. This size-stratified result also re-
flects SynerFuzz’s scalability: larger contracts usually introduce
more functions and inter-contract interactions, which enlarge the
transaction-sequence and external-state search space, while Syner-
Fuzz’s DQN policies and joint decision rule remain fixed-size and
add only constant per-action inference overhead.

Answer to RQ1: Due to the introduction of multi-dimensional testing
objectives, SynerFuzz demonstrates superior effectiveness by detect-
ing up to 4.2× more vulnerabilities than SOTA fuzzers with the lowest
false negative rates. It also achieves the highest code coverage.

5.3 RQ2: Efficiency

In Figure 9 and 10, we measure how long and how many transac-
tions these tools need to uncover each vulnerability on benchmarks
B1 and B2. SynerFuzz detects a vulnerability in an average of 28.6
seconds using 5,915 transactions for B1, and 85.6 seconds using
17,723 transactions for B2, reducing time and transaction overhead
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Figure 10: Time and transactions required by different ap-

proaches to detect each vulnerability in benchmark B2.
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Figure 11: Cumulative vulnerability detection progress over

time and transactions in benchmark B1.
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Figure 12: Cumulative vulnerability detection progress over

time and transactions in benchmark B2.

by 70.6%, 86.8%, 56.5%, and 82.1% compared to SOTA tools. Addi-
tionally, SynerFuzz exhibits the lowest median values and variance
across both metrics, demonstrating consistent efficiency across dif-
ferent benchmarks. Figure 11 and Figure 12 show the cumulative
number of vulnerabilities that can be detected by each tool as time
progresses and transaction count increases. Across both bench-
marks, SynerFuzz detects the most vulnerabilities in the shortest
time and with the fewest transactions. Notably, over 800 vulnera-
bilities in B1 can be detected by SynerFuzz within 18 seconds and
3,500 transactions, while the best performing comparative tool in
Figure 11 (ItyFuzz) reaches only 500 within the same time. In B2,
over 1,500 vulnerabilities can be detected by SynerFuzz within 30
seconds and 15,000 transactions, whereas the best competitor in
Figure 12 (Midas) reaches only 1000.

Answer to RQ2: SynerFuzz achieves superior vulnerability detection
efficiency, uncovering the most true positives while reducing time and
transaction overhead by 70.6% and 86.8% compared to SOTA tools.

5.4 RQ3: DRL Contribution

We evaluate the effectiveness of our multi-agent DRL framework
from two perspectives. In the training phase, figure 13 shows that
all agents achieve increasing and convergent rewards over 200
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Figure 13: Training Rewards of DRL Agents under Fixed and

Decaying 𝜖-Greedy Strategies.

Figure 14: Normalized rewards upon vulnerability detection.

episodes. Decaying 𝜖 yields higher final rewards, indicating im-
proved policy refinement. These results confirm that the DRL agents
are not acting randomly but are learning to optimize long-term
rewards. In the testing phase, figure 14 shows that vulnerability
detection typically occurs when multiple agents achieve high re-
wards, with occasional complementary behaviors across agents.
The economic agent is strongly correlated with others, suggest-
ing its role in coordinating decisions. These results demonstrate
that through collaboration and complementary perspectives, the
learned strategies effectively guide the fuzzing process, accounting
for SynerFuzz’s superior performance over existing tools.

Answer to RQ3: The DRL agents have learned meaningful and effec-
tive strategies that directly contribute to the improved vulnerability
detection performance of SynerFuzz.

5.5 RQ4: Ablation Study

Fuzzing objective and agent-architecture.We conduct objective-
level and architecture-level ablations on B1. For objective ablation,
we remove one agent at a time: code (M-Cd), state (M-Sta), semantic
(M-Sem), and economic (M-Eco). For architecture ablation, we add
M-Com, a single-agent DQN that observes all four objective spaces
and optimizes a scalarized composite reward. As shown in Table 7,
removing any objective degrades performance, confirming their
complementary roles. Figure 15 further tracks code, state, semantic
distances, and coverage on one representative B1 case, showing
that removing an agent slows progress along its corresponding
objective dimension. M-Com also performs substantially worse than
SynerFuzz, detecting 35.0% fewer vulnerabilities despite using all
four reward signals. This shows that richer rewards alone are insuf-
ficient; SynerFuzz benefits from learning objective-specific policies
and coordinating them during action selection.
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Figure 15: Evolution of metrics in contract 0x23a...deb4.

Table 7: Results of ablation configurations on benchmark B1.

Arch. Agent System VulsNum AvgTime (s) AvgCov (%)

Cd. Sta. Sem. Eco. # Impr # Impr # Impr

M
-Com

1-agent ✓ ✓ ✓ ✓ 771 -35.0% 41.0 -47.5% 75.2 -18.9%
M
-Cd

3-agent ✓ ✓ ✓ 985 -17.0% 43.2 -55.4% 80.8 -12.8%
M
-Sta

3-agent ✓ ✓ ✓ 973 -18.0% 39.8 -43.2% 78.8 -15.0%
M
-Sem

3-agent ✓ ✓ ✓ 938 -20.9% 34.9 -25.5% 82.3 -11.2%
M
-Eco

3-agent ✓ ✓ ✓ 1022 -13.9% 33.5 -20.5% 81.3 -12.35%

SynerFuzz 4-agent ✓ ✓ ✓ ✓ 1,187 - 27.8 - 92.7 -

Table 8: Results of agent joint-decision ablations.

Arbitration Rule VulsNum AvgTime (s) AvgCov (%)

# Impr. # Impr. # Impr.

M-Vote Majority voting 1,014 -14.6% 34.2 -23.0% 87.2 -5.9%
M
-PQ

Stagnation-based priority queue 968 -18.5% 37.9 -36.3% 84.8 -8.5%
M
-ScaQ

Scalarized normalized Q-score 1,063 -10.4% 31.3 -12.6% 88.9 -4.1%

SynerFuzz Confidence-weighted preference 1,187 - 27.8 - 92.7 -

Table 9: Sensitivity analysis on one B1 validation fold.

Factor Alternatives Default ΔRecall (%) ΔCov. (%)

Closest blocks (𝑘) 3, 7, 10 5 [–1.6, –0.7] [–1.0, +0.5]
Distance-reward clip (𝑐) 3, 7, 10 5 [–1.3, –0.6] [–0.8, –0.4]
State-target bonus (𝛼 ) 0.1, 0.3, 0.4 0.2 [–1.1, +0.8] [–0.7, +0.5]
Economic reward weights 1:2, 1:1, 4:1 2:1 [–2.1, +0.6] [–0.5, +0.2]
DQN hidden layers 128–64, 64–64–64,

256–128–64
128–64–64 [–2.6, +0.9] [–1.6, +1.0]

Joint-decision.We evaluate the joint decision function by keep-
ing the four trained agents fixed and replacing only the execution-
time arbitration rule. The alternatives include M-Vote with top-1
majority voting, M-PQ with priority to the least-progressing agent,
and M-ScaQ with a fixed-weight sum of normalized Q-scores. Ta-
ble 8 shows that all variants underperform SynerFuzz, as they
discard preference strength, ignore multi-agent contributions, or
rely on static weights. By contrast, SynerFuzz uses confidence-
weighted soft arbitration, allowing all agents to contribute accord-
ing to action-level certainty.

Hyperparameter sensitivity. We evaluate the sensitivity of
SynerFuzz to five factors: closest-block count, distance-reward
clip, state-target bonus scale, economic reward weight, and DQN
configuration. On one held-out B1 validation fold, we vary one
factor at a time and report changes in recall and coverage relative to
the default setting, which achieves 84.1% recall and 92.6% coverage.
As shown in Table 9, all variants cause minor changes, suggesting
that SynerFuzz is reasonably robust to these hyperparameter and
architecture choices.
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Table 10: Results on historically exploited DeFi projects (B3).

Chain

Verite A1 SynerFuzz

TP FN Profit TP FN Profit TP FN Profit

ETH 4 N/A – 9 2 – 9 2 –
BSC 23 N/A – 17 8 – 24 1 –
Total 27 N/A $18.3M 26 10 $9.3M 33 3 $22.1M

Table 11: 0-day vulnerabilities found by SynerFuzz.

ID Location Severity Feedback Program TVL

1 withdrawForwardFee() Critical Fixed zkLink Nova $15.26 M2 WithdrawalMessage() Medium Fixed

3 deposit() Medium Fixed

Lumoz $537.38 K

4 deposit() Medium Fixed
5 verifySignatures() Medium ACK
6 withdraw() Medium Fixed
7 _deposit() Medium ACK
8 claim() Low ACK
9 claim() Low Fixed
10 bridgeAsset() Low ACK

11 distributeRewardUsdc() Medium Fixed Gambit-Wemix $154 M

12 withdraw() Critical Fixed

GoMutual Unknown

13 Comptroller.sol Low Fixed
14 Comptroller.sol Low Fixed
15 Comptroller.sol Low ACK
16 SurplusPool.sol Low ACK
17 SurplusPool.sol Low ACK

Answer to RQ4: Each dimension contributes to SynerFuzz, and both
the composite-agent and arbitration ablations confirm the need for
objective-specific learning and confidence-weighted coordination.

5.6 RQ5: Real-World Evaluation

Overall results. We evaluate SynerFuzz on 36 DeFi projects in B3
that had previously been exploited to extract profit. Since Verite
and A1 are not open-sourced, we compare against their reported
experimental results. For each project, SynerFuzz forks the pre-
exploit on-chain state and initializes an attacker account with a
seed balance. It then fuzzes transaction sequences while monitor-
ing value flows and balance changes to detect profit-generating
behaviors. As shown in Table 10, SynerFuzz reproduces 33 out
of 36 exploits and recovers $22.1M profit, outperforming prior ap-
proaches in detecting profitable vulnerabilities. Among the three
missed historical exploits, one requires adversarial block-timing
manipulation for oracle-state changes, which is not modeled in
the current observation space. The other two require deep multi-
protocol composition across nested call chains, exceeding the scope
of our current semantic/state objective extraction.

We then evaluated SynerFuzz on Secure3 bug bounty programs
and revealed 25 previously unknown vulnerabilities. Of these, 17
were subsequently confirmed or remediated by project teams, re-
sulting in a $3.8K USD bounty award. As detailed in Table 11, the
validated vulnerabilities are distributed across four projects and
include two critical-risk and seven medium-risk issues. Collectively,
these vulnerabilities potentially impact protocols managing over
$179.8 million in total value locked.

Case Study. SynerFuzz identified a reentrancy in GoMutual’s
ERC20AssetGateway contract, as shown in Listing 2. SynerFuzz
first matched a known reentrancy pattern from its semantic library
and extracted the associated critical state conditions. By setting
these as testing objectives in the semantic and state dimensions,

1 IERC20(tokenAddress).transferFrom(from , address(this), amount)
2 address originPayer = depositionCertificates[planId ]. depositor
3 function withdraw(uint256 planId) public returns (uint256) {
4 certificate = depositionCertificates[planId ];
5 address payer = certificate.depositor;
6 require(payer == msg.sender , "EAG_04");
7 require(certificate.amount > 0, "EAG_03");
8 uint256 amount = certificate.amount;
9 IERC20 (...).transfer(certificate.depositor , amount);
10 certificate.amount = 0; // ...

Listing 2: Snippet ofGoMutualwithReentrancy vulnerability

SynerFuzz successfully triggered the vulnerable reentrancy via
external token transfers before updating internal state. In contrast,
existing fuzzers struggle to construct such coordinated transaction
sequences due to the lack of multi-dimensional awareness and
targeted objective-driven guidance.

Answer to RQ5: SynerFuzz shows real-world impact by reproducing
33 profitable historically exploits and identifying 17 0-day vulnerabili-
ties, resulting in $3.8K awards and securing $179.8 million USD.

6 Related Work

Smart contract fuzzing. ContractFuzzer [22], the first con-
tract fuzzer, generates inputs based on ABI. Subsequent tools have
introduced various improvements. sFuzz [34] adapts AFL’s architec-
ture with coverage-guided strategies; Harvey [48] employs branch
distance prediction to generate inputs likely to cover new paths; Re-
cent advancements include ItyFuzz [38], which identifies state-rich
contracts through data flow path points.

DRL has emerged as a powerful paradigm for solving decision-
making problems [12, 21, 27]. DRL enables agents to learn optimal
policies through environmental interactions without explicit pro-
gramming. Its effectiveness has been demonstrated in intelligent
transportation systems [24], robotics [41], natural language pro-
cessing [4], and other fields [5, 28, 37]. In SynerFuzz, we leverage
DRL to learn optimal fuzzing strategies across multiple dimensions,
enhancing the effectiveness of contract vulnerability detection.

7 Conclusion

In this paper, we introduce SynerFuzz, a smart contract fuzzer
based onmulti-dimensional objective learning.We formulate fuzzing
as a Dec-POMDP framework with DRL agents to learn effective
fuzzing strategies. Evaluations show SynerFuzz’s superior effective-
ness in curated datasets, and strong real-world impact by reproduc-
ing 33 historically exploits and identifying 17 0-day vulnerabilities.
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